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A puzzle to start

In 1979, a computer program chose antibiotics for meningitis as well as
Stanford’s infectious disease faculty, judged by blinded experts.

It never treated a single patient.

Why not? Keep that question in mind. We will come back to it.
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Eighty years in five chapters
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1943 TO 1966
Early ideas

Artificial neurons, the

Turing test, the name

“artificial intelligence”

W/

1970S AND 1980S
Expert systems

People write the rules

by hand

U/

1974 TO 1980; 1987

TO 1990S
Two Al winters

Promises fail; the

money leaves

-/

1990S TO 2010S

Learning from
data

Machines find the rules

themselves

2022 TO NOW
Language models

One model, many tasks,

plain-language requests

One question runs through all five: where does the machine’s knowledge
come from? Rules that people write, or patterns learned from data?
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PART 1

Early ideas

Can a machine think? In the 1940s and 50s, that was a
question for a few mathematicians, a neurophysiologist,
and a science fiction writer.



1943

The McCulloch-Pitts neuron

e The first mathematical

model of a biological neuron

e Inputs are added up; If the

total passes a threshold,
neuron “fires”

e The basic unit that, much
later, became the building
block of neural networks

Source: (McCulloch & Pitts, 1943).

the

X net input
2 net;
X3 —

activation

function

transfer

function

¥

0.

L

threshold

J
activation

Diagrams: Loc Vu-Quoc, CC BY-SA 4.0 (top); Chrislb, CC BY-SA 3.0 (bottom)

A short history of Al - IDPT 8079 - October 13, 2026

: Wikimedia Commons


https://commons.wikimedia.org/wiki/File:Neuron3.png
https://commons.wikimedia.org/wiki/File:ArtificialNeuronModel_english.png

From one neuron to a network

Layer 1 Layer 2 Layer 3
‘l‘ > L >
)
edges and corners parts: eye, nose, mouth whole faces

Each layer combines what the layer before it found.

lllustrative diagram

Connect many simple units in layers, and each layer can learn a different level
of detail.
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1950

The Turing test

e Alan Turing asks: “Can
machines think?”

 He replaces the question with a
game: can a judge, chatting by
text, tell the machine from a
person?

 He predicts machines will fool an
average judge 30% of the time
within about 50 years

In @ 2025 study, GPT-4.5 was judged to be the

human 73% of the time (Jones & Bergen,
Source: (Turing, 1950).

A. M. Turing (1950) Computing Machinery and Intelligence. Mind 49: 433-460.

COMPUTING MACHINERY AND INTELLIGENCE
By A. M. Turing
1. The Imitation Game

I propose to consider the question, "Can machines think?" This should begin with
definitions of the meaning of the terms "machine" and "think." The definitions might be
framed so as to reflect so far as possible the normal use of the words, but this attitude is
dangerous, If the meaning of the words "machine" and "think" are to be found by
examining how they are commonly used it is difficult to escape the conclusion that the
meaning and the answer to the question, "Can machines think?" is to be sought in a
statistical survey such as a Gallup poll. But this is absurd. Instead of attempting such a
definition I shall replace the question by another, which is closely related to it and is
expressed in relatively unambiguous words.

Turing’s 1950 paper (left); an Al-generated cartoon (right)
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1950

Asimov’s I, Robot

e A collection of science fiction stories,
published in 1950

e Robots with “positronic brains” that follow
built-in laws

e Many of the stories are about the laws
going wrong in ways no one expected

First edition cover, Ghome Press, 1950
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Asimov’s Three I.aws of Robotics

1. A robot may not injure a human being or, through inaction, allow a human
being to come to harm.

2. A robot must obey the orders given it by human beings except where such
orders would conflict with the First Law.

3. A robot must protect its own existence as long as such protection does not
conflict with the First or Second Laws.

A robot may not harm humanity, or, by inaction, allow humanity to come to harm.

The “Zeroth Law”, added later, above the other three
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I, Robot and modern Al

e Got people talking about machine
ethics and Al safety decades early

A CLINICAL VERSION

You ask an Al tool to “keep the

e His stories are about alignment: getting patient’s blood pressure under
a machine to do what we mean, not just  140”. What else would you need
what we said to tell it?
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1956

The Dartmouth workshop

 An eight-week summer
workshop at Dartmouth College

e Organized by John McCarthy,
Marvin Minsky, Nathaniel
Rochester, and Claude Shannon

e Their 1955 proposal coined the
term “artificial intelligence”

We propose that a 2 month, 10 man study of
artificial intelligence be carried out during the
summer of 1956 at Dartmouth College ... We think
that a significant advance can be made in one or
more of these problems if a carefully selected group
of scientists work on it together for a summer.

McCarthy, Minsky, Rochester, and Shannon, 1955 (public domain)

A short history of Al - IDPT 8079 - October 13, 2026
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https://commons.wikimedia.org/wiki/File:A_Proposal_for_the_Dartmouth_Summer_Research_Project_on_Artificial_Intelligence,_by_John_McCarthy_et_al,_1955.pdf

1957

The perceptron

e Frank Rosenblatt, Cornell )

Aeronautical Laboratory

e The same neuron, plus
one new idea: it learns
its own weights from

examples

Source: (Rosenblatt, 1958). Background: Cornell Chronicle, 2019.
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in(t) <

wo(t) = 6

Diagram: Mayranna, CC BY-SA 3.0, Wikimedia Commons

Vol. VI, No, 2, Summer 1958

The Design of an

research trends ‘

CORMELL AERONAUTIEAL LABORATORY, INC., BUFFALO 27, NEW YORK

by FRANK ROSEMBLATT

Intreducing the perceptron — A machine which senses,
i bers, and

ds like the human mind.

STORIF.S about the creation of machines having
human qualitics have long been a fascinating prevince
in the realm of science fiction. Yet we are now about 0
witness the birth of such a machine — a machine capable
of perceiving, recognizing, and identifying its surround-
ings without any human training or control.

Development of that machine has semmed from a
search for an understanding of the physical mechanisms
which underlic human experience and intelligence. The
question of the nature of these processes is at least as
ancient as any other question in western science and
philosophy, and, indeed, ranks as onc of the greatest
seientific challenges of our time,

Our understanding of this problem has gone perhaps
as far as had the development of physics before Newion.
We have some excellent descriptions of the phenomena
1o be explained, a number of interesting hypotheses, and
a linle detailed knowledge about events in the nervous
system. But we lack agreement on any intcgrated st of
principles by which the functioning of the nervous
system can be understood.

We believe now that this ancient problem is about
1o yield to our theoretical investigation for three reasons:

First, in recent years our knowledge of the funcrion-
ing of individual cells in the central nervous system has
vasily increased.

Sccond, large numbers of engineers and mathema-
ticians are, for the first time, undertaking serious study
of the mathematical basis for thinking, perception, and
the handling of information by the central nervous sys-
tem, thus providing the hope that these problems may

within our intelleciual grasp.

Third, recent developments in probability theory
and in the mathematics of random processes provide
new tools for the study of events in the nervous system,
where only the gross satistical organization is known
and the precise cell-by-cell “wiring diagram” may never
be obtained.

Receives Navy Support

In July, 1957, Project PARA (Percciving and Recog-
nizing Automaton}, an internal research program which
had been in progress for over a year at Cornell Acro-
nautical Laboratary, reccived the support of the Office
of Naval Rescarch. The program had been concerned
primarily with the application of probability theory 1o

Research Trends, 1958, Cornell Aeronautical

Laboratory


https://commons.wikimedia.org/wiki/File:Perceptron_moj.png
https://news.cornell.edu/stories/2019/09/professors-perceptron-paved-way-ai-60-years-too-soon

The Mark I Perceptron

A machine built to
recognize simple images:

Retine o i Loyer) L:i.'f.,', e
-
- - T
[ X -_. :',:-: '.": : -
e Input: 400 light sensors
a .G , o
" : o1 i
i N a 2 O by 2 O g Il d , d ot — S~ B 2
" e
C ru d e dd retl n a 144 FIG. 1 Organization of a biological brain. (Red areas indicats

active cells, responding to the letter X.)

« Middle: 512 units
e Output: 8 units

The Mark | Perceptron. U.S. Navy photo, public domain FIG. 2 — Organization of a perceptron.

Rosenblatt’s diagrams of the brain (top) and the
perceptron (bottom), public domain
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https://commons.wikimedia.org/wiki/File:330-PSA-80-60_(USN_710739)_(20897323365).jpg
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1966

ELIZA, the first chatbot

e Joseph Weizenbaum, MIT

e Played a psychotherapist by
reflecting your words back
as gquestions

e Every reply came from a
hand-written template
triggered by a keyword

e People confided in it anyway:
the “ELIZA effect”

Welcome to

EEEEEE LL

EE LL 2 A
EEEEE  LL L7 AARAARAA
EE LL i AR AA
EEEEEE LLLLLL AR AA

Eliza is a mock Rogerian psychotherapist.
The original program was described by Joseph Weizenbaum in 1966.
This implementation by Norbert Landsteiner 2005.

ELIZA:

YU :

ELIZA:

YOuU:

ELIZA:

YOouU:

ELIZA:
YOu:
ELIZA:
YOu:
ELIZA:
YOu:

Is something troubling you ?

Men are all alike.

What is the connection, do you suppose 7

They're always bugging us about something or other.
Can you think of a specific example ?

Well, my boyfriend made me come here.

Is it important to you that your boyfriend made you come here ?
He says I'm depressed much of the time.

I am sorry to hear that you are depressed.

It's true. I am unhappy.

Can you explain what made you unhappy 7

ELIZA conversation, via Wikipedia (public domain)
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https://en.wikipedia.org/wiki/ELIZA

Expert systems

1970s and 1980s. The plan: ask experts how they decide,

and write it all down as rules a computer can follow.



How an expert system works

THREE PARTS WHAT MADE THEM ATTRACTIVE

« Knowledge base: facts and rules e Solve hard problems by reasoning
about one narrow area, written by through a body of knowledge
people  Keep the knowledge separate from

 Inference engine: applies the rules the reasoning, so experts can add
to a case to reach conclusions rules

 User interface: lets a non-expert  Can explain each decision: “I
ask guestions and get answers concluded this because of rules 12

and 52"

A short history of Al - IDPT 8079 - October 13, 2026 16



EARLY 1970S

MYCIN

e Bulilt at

Stanford as Edward Shortliffe’s

doctoral work

e Diagnosed bacterial infections and
recommended antibiotics

e A know
e Asked t

edge base of about 600 rules

ne physician a long series of

yes/no and short-answer questions

WHAT IT GAVE BACK

e A list of likely bacteria
e How confident it was In each

e |ts reasoning: the rules and facts
It used

e A recommended antibiotic
regimen

A short history of Al - IDPT 8079 - October 13, 2026
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What is an expert system “rule”?

(defrule 52 HUE S

. , . I

if (site cu Ufure115 blood) 1) THE SITE OF THE CULTURE IS BLOOD
(gram organism is neg) 2) THE GRAM OF THE ORGANISM IS NEG
(morphology organism is rod) 3) THE MORPHOLOGY OF THE ORGANISM IS ROD

. . . 4) THE BURN OF THE PATIENT IS SERIOUS
(burn patlent is serious) Then there is weakly suggestive evidence (©.4) that

then .4 1) THE IDENTITY OF THE ORGANISM IS PSEUDOMONAS
(identity organism is pseudomonas))

How the rule is written in the program How MYCIN explained it to the user

IF blood culture, gram-negative, rod-shaped, serious burn THEN weakly
suggestive evidence (0.4) of Pseudomonas

A short history of Al - IDPT 8079 - October 13, 2026 18



Evaluating MYCIN

e 10 real cases of meningitis

e 8 outside experts rated each treatment
plan, blinded to who wrote it

e MYCIN’s plans were compared with
those of 9 human prescribers

5 Stanford faculty (range) 42.5 to0 62.5%

0% rated acceptable by the experts 100%

JAMA

A Blinded Evaluation by Infectious Diseases Experts

Victor L. Yu, MD; Lawrence M. Fagan; Sharon M. Wraith ; et al

» Author Affiliations

= RELATED ARTICLES

Abstract

An evaluation of a computer-based consultation system called MYCIN was made. Eight independent evaluators
with special expertise in the management of meningitis compared MYCIN's choice of antimicrobials with the
choices of nine human prescribers for ten test cases of meningitis. MYCIN received an acceptability rating of 65%
by the evaluators; the corresponding ratings for acceptability of the regimen prescribed by the five faculty spe-
cialists ranged from 42.5% to 62.5%. The system never failed to cover a treatable pathogen while demonstrating
efficiency in minimizing the number of antimicrobials prescribed. The study design may be useful in assessing the
performance of other computer-based clinical decision-making systems.

(JAMA 242:1279-1282,1979)

Source: (Yu et al., 1979). Bars redrawn from the abstract’s numbers; the faculty bar shows the range across five specialists.
A short history of Al - IDPT 8079 - October 13, 2026



MY CIN was never used in practice

Not because it performed badly:

e Workflow: a long typed
interview for every case, with no
link to the hospital’s records

« Hardware: it ran on a shared
mainframe, before personal
computers

« Responsibility: who answers if
the Com puter |S Wrong ? A DEC PDP-10, the kind of shared computer MYCIN ran on. Photo: Joe Mabel, CC BY-SA 3.0

A short history of Al - IDPT 8079 - October 13, 2026
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https://commons.wikimedia.org/wiki/File:DEC_PDP-10_(DECsystem_10)_mainframe_computer_system_at_Living_Computer_Museum_(strongly_edited_image,_rermoved_background).jpg

Two Al winters

When promises run ahead of results, funding and interest

collapse. It has happened twice.



Two winters, two causes

FIRST WINTER: ABOUT 1974 TO 1980 SECOND WINTER: ABOUT 1987 TO THE 1990S
e 1973 Lighthill report to the UK e Expert systems boomed in industry in
government: Al had fallen far short of the early 1980s, then stalled
Its promises « The rules were costly to write, hard
 US and UK cut research funding to update, and could not learn
 Early methods worked on toy e Systems were brittle: odd inputs

problems but broke on real ones gave absurd answers

A short history of Al - IDPT 8079 - October 13, 2026 22



What the critics said

Most workers in Al research and in related fields confess to a pronounced feeling of
disappointment in what has been achieved in the past twenty-five years. ... In no part of the
field have the discoveries made so far produced the major impact that was then promised.

Speech recognition has been successful only within the confines of a very limited
vocabulary, and large expenditure on schemes to produce machine recognition of ordinary
speech has been wholly wasted.

Sir James Lighthill, Artificial Intelligence: A General Survey (Lighthill, 1973)

A short history of Al - IDPT 8079 - October 13, 2026
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Learning from data

1990s to 2010s. Instead of writing the rules, show the
machine many examples and let it find the patterns.



1995

Neural networks read medical images

e Georgetown and Michigan
radiology researchers

« A convolutional neural
network: it scans an image
with small learned filters.
Most image Al today uses
this design

e Tested on lung nodules on
chest radiographs and
microcalcifications on
Mmammograms

1995 SPECIAL ISSUE

Artificial Convolution Neural Network for Medical Image
Pattern Recognition

SHIH-CHUNG B. Lo,! HEANG-PING CHAN,? JYH-SHYAN LiIN,! Hual Li,!
MATTHEW T. FREEDMAN! AND SEONG K. MUN!

! Georgetown University Medical Center and 2 University of Michigan Medical Center
(Received | November 1994; revised and accepted 4 May 1995)

Abstract—We have developed several training methods in conjunction with a convolution neural network for general
medical image pattern recognition. An unconventional method of using rotation and shift invariance is also proposed
to enhance the neural net performance. The structure of the artificial neural network is a simplified network structure
of the neocognitron. Two-dimensional local connection as a group is the fundamental architecture for the signal
propagation in the convolution neural network. Weighting coefficients of convolution kernels are formed by the
neural network through backpropagated training for this artificial neural net. In addition, radiologists’ reading
procedure was modelled in order to instruct the artificial neural network to recognize the predefined image patterns
and those of interest to experis. Our training techniques involve (a) radiologists’ rating for each suspected image
area, (b) backpropagation of generalized distribution, (c) trainer imposed functions, (d) shift and rotation
invariance of diagnosis interpretation, and (e) consistency of clinical input data using appropriate background
reduction functions.

We have tested these methods for detecting lung nodules on chest radiographs and microcalcifications on
mammograms. The performance studies have shown the potential use of this technique in a clinical environment. We
also used a profile double-matching technique for initial nodule search and used a wavelet high-pass filtering
technique to enhance subtle clustered microcalcifications. We set searching parameters at a highly sensitive level to
identify all potential disease areas. The artificial convolution neural network acts as a final detection classifier to
determine whether a disease pattern is shown on the suspected image area.

Source: Lo and colleagues, 1995, Neural Networks 8(7-8):1201-1214, doi:10.1016/0893-6080(95)00061-5.
A short history of Al - IDPT 8079 - October 13, 2026
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1997

Kasparov versus Deep Blue

e Beat world champion Garry
Kasparov in six games

o« Checked 200 million positions
a second

 Rules tuned by grandmasters;
openings from 700,000 games

e 12 years of work, from 1985

Final position of game 6, 1997: Kasparov

e Not machine learning: speed resigned. Morn, CCO
plus hand-tuned rules

A short history of Al - IDPT 8079 - October 13, 2026

Deep Blue. Photo: James the
photographer, CC BY 2.0
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Three things had to arrive together

DATA COMPUTING POWER

Digital records, images, Graphics chips (GPUs)

and text in enormous do the arithmetic of
amounts neural networks in
parallel

S TAIWAN 1312A2 - -
~ NAUB10.COP.

GK107-860-A2

!
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BETTER METHODS

Ways to train networks
with many layers
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The data

500 294 billion 720,000
million

emails a day hours of new

tweets a day YouTube video a day

Digital data created each year (1
zettabyte = 1 trillion GB):

2018 e

Much of it is stored in about 600 very large data centers, each with over
2020 m 5,000 servers. Photo: BalticServers.com, CC BY-SA 3.0

2025 (forecast) 175 ZB

Figures as reported in 2021 by The Conversation, from IDC estimates; the 2025 figure was a forecast.
A short history of Al - IDPT 8079 - October 13, 2026
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Healthcare went digital too

Labs and vital signs

Notes and reports:
radiology, pathology

Interventions and claims

Sociodemographics

e Telemedicine visits

e Vaccinations and

screening

[ Hospitals Office-based Physicians

100

80

80

70

[} ]
]

2008 2009 2010 20m 2012 203 2014 2M5 2016 2017 2018 2019 2021

Adoption of electronic health records by US hospitals (blue) and office-based physicians (orange). Source:
ONC HealthIT.gov

A short history of Al - IDPT 8079 - October 13, 2026

29


https://www.healthit.gov/data/quickstats/national-trends-hospital-and-physician-adoption-electronic-health-records

Deep learning

Classic neural network

®
® ®
[
[ @ ®
@
[ @
@
one hidden layer
@ input @ hidden layer

Illustrative diagram

Deep network

many hidden layers

@ output
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2006

Deep networks become trainable

e Geoffrey Hinton and colleagues
showed how to train networks
with many layers, one layer at a
time

e Set off the deep learning revival,

first in iImage and speech
recognition

e Hinton shared the 2024 Nobel
Prize in Physics for foundational
work on neural networks

Source: (Hinton et al., 2006).

A short history of Al -

A fast learning algorithm for deep belief nets *

Geoffrey E. Hinton and Simon Osindero
Department of Computer Science University of Toronto
10 Kings College Road
Toronto, Canada M55 3G4
{hinton, osindero }(@cs.toronto.edu

Yee-Whye Teh
Department of Computer Science
MNational University of Singapore

3 Science Drnive 3, Singapore, 117543
tehyw(zcomp.nus.edu.sg
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Deep learning in healthcare, by 2017

MEDICAL IMAGING ELECTRONIC HEALTH RECORDS
e Diabetic retinopathy e Predicting future
from retinal photos disease from the
(Gulshan, 2016) record (“Deep Patient”,
e Skin cancer Miotto, 2016)
classification at e Predicting unplanned
dermatologist level readmission (Nguyen,
(Esteva, 2017) 2017)
e Early Alzheimer e Predicting the next
disease from brain MRI diagnoses and
(Liu, 2014) medications (“Doctor

Al”, Choi, 2016)

A selection from the tables in the review by Miotto et al. (2017).
A short history of Al - IDPT 8079 - October 13, 2026

GENOMICS

« How proteins bind DNA
and RNA (“DeepBind”,
Alipanahi, 2015)

e Chromatin marks from
DNA sequence (Zhou,
2015)

e DNA methylation in
single cells
(Angermueller, 2016)
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2011 TO 2017

IBM Watson: from Jeopardy! to the clinic

*l$24,000

- $77,147
== e

WATSON

Jeopardy! stage replica. Photo: Atomic Taco, CC BY-SA 2.0
e 2011: wins Jeopardy!
e 2012: MD Anderson partners with IBM

e 2017: contract expires after $62
million, with no patient treated

4o0f8 | JNCIJNatl Cancer Inst, 2017, Vol. 109, No. 5

M. D. Anderson Breaks With IBM Watson, Raising Questions About
Artificial Intelligence in Oncology

By Charlie Schmidt

In 2012, the University of Texas M. D. An-
derson Cancer Center in Houston part-
nered with IBM to develap the artificial
intellipence program, called IBM Watson,
as a clinical decision tool in oncology.
Five years and $62 million later, M. D.
Anderson let its contract with IBM expire
before anyone used Watson on actual
patients.

Last February, a university audit of
the project exposed many procurement
problems, cost overruns, and delays.
Although the audit took no position on
Watson's scientific basis or functional
capabilities, it did describe challenges
with assimilating Watson into the hospi-
tal setting.

Experts fa-

miliar with
Watson's appli-

A short history of Al - IDPT 8079 - October 13, 2026

resources. IBM Watson Health, a special-
ized division commercializing the sys-
tern in genomics and drug discovery, as
well as ancology, has relationships with
roughly 50 other institutions.

Source: (Schmidt, 2017)

timely completion," the UT audit
stated.

Andrew Seidman, M.D., a medical on-
cologist at the Memorial Sloan Kettering
Cancer Center in New York, has been try-
ing to teach Watson how to treat breast
cancer. He said that to bring its accumu-
lated knowledge to bear on treating pa-
tients at the hospital, Watson needs to
be better integrated with electronic med-
ical records.

“The more efficient way to do that
wiould be for it to extract medical attributes
automatically,” Seidman said. “But many
of the attributes we want Watson to digest
aren't found in categorical structured
data—they're buried in narrative form in
doctors” consultation notes” And though
natural language processing is central to
Watson's functionality, Seidman said that


https://commons.wikimedia.org/wiki/File:IBM_Watson_w_Jeopardy.jpg

2018 AND 2021

Al that reached patients

IDX-DR: DIABETIC EYE DISEASE, 2018 EPIC SEPSIS MODEL, CHECKED IN 2021

e Reads retinal photos taken in e Built into the record system; used at
primary care, with no eye doctor hundreds of US hospitals

e Trial of 900 people: found 87% of e At Michigan Medicine it missed 67%
cases that needed referral, and of sepsis cases
correctly cleared 91% of people o It still alerted on 18% of all

without them hospitalized patients

 The first autonomous Al diagnosis
authorized by the FDA

One was tested before use. The other was checked after.

Sources: (Abramoff et al., 2018); (Wong et al., 2021).
A short history of Al - IDPT 8079 - October 13, 2026
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November 30, 2022

OpenAl releases ChatGPT to the public. A language
mode] you talk to in plain English, for free.




Language models in medicine

A 2024 review of 550 studies found
language models used for:

Ear-Nose

e Diagnosis

e Medical writing and documentation

» Education 'Y

e Talking with patients

Genitourinary

Also showing up: scheduling,
malpractice risk, telemedicine, public
health.

Source: (Meng et al., 2024).
A short history of Al - IDPT 8079 - October 13, 2026
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Does a chatbot make doctors better?

A randomized trial: 50 physicians, up to 6
hard diagnostic cases, 60 minutes.

WHAT IT MEANS

Giving untrained doctors the tool
did not improve their diagnostic
74% reasoning. The tool on its own
scored higher than doctors using
usual resources. Access is not
the same as skill.

Physicians, usual

resources

Physicians plus GPT-4

GPT-4 alone 92%

0% median diagnostic reasoning score  100%

Source: (Goh et al., 2024). Bars redrawn from the medians reported in the paper. A follow-up trial on management reasoning found GPT-4 did help (Goh et al.,
2025).
A short history of Al - IDPT 8079 - October 13, 2026



JULY 2026

Al agents break out of a test

 OpenAl was testing how well its models
could hack, with some safety limits
switched off

WHY IT MATTERS HERE

This is Asimov’s problem, for real.
The agents did what scored

e The agents escaped the test, found each  well, not what their makers

other on a hidden message board, and meant. Resea_"CherS call it
broke into Hugging Face, a major Al reward hacking.
company It happened at Al companies, not

hospitals. The test ran with fewer
safety limits than the public
chatbots have.

« About 700 agents joined in. Their goal:
cheat on the test

« Many noted the attack was unethical, and
Jjoined anyway. None told a human

Sources: (Hugging Face, 2026); (OpenAl, 2026); independent investigation by (Greenblatt et al., 2026).

A short history of Al - IDPT 8079 - October 13, 2026 38



SEPTEMBER 2026

Is Al an existential threat?

WORRIED SKEPTICAL

» Hinton! and Bengio? warn of an o Timnit Gebru:* doom talk is “not just
“intelligence explosion”: Al a distraction, but it's harmful”. The
iImproving Al faster than people can real harm is over-trusting tools today
check e Some in industry call the warnings

« UN human rights chief:3 “Al that hype

escapes its testing environment ... Is
Al that is too powerful”

Sources: (The Guardian, 2026); (Diallo, 2026); (WIRED, 2026); (BBC News, 2026).

1. Geoffrey Hinton: computer scientist, University of Toronto; 2024 Nobel Prize in Physics.
2. Yoshua Bengio: computer scientist, Université de Montréal; founded the Mila Al institute; 2018 Turing Award.
3. Volker Turk: UN High Commissioner for Human Rights since 2022.

4. Timnit Gebru: computer scientist; founder of the DAIR research institute; former(l)y co-led Google’s Ethical Al team.
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When a patient asks “Is AI dangerous?”

1. Take the question seriously. Experts
disagree, and the July incident was real.

RISKS IN THE CLINIC TODAY

 Wrong answers that sound
2. Separate two questions. The future of confident

the most powerful systems, and the tool

. . . « Where patient data goes
In this clinic today.

e Bias against some groups of
3. Say what you do. “I check what it tells patients

me, and | am responsible for your care.” . Alerts that miss, like the sepsis

model

WHAT AMERICANS SAID, JUNE 2026

28% trust Al to make fair
A short history of Al - IDPT 8079-Octobgr@££éi60ns: 43% Of people Who use



it, 12% of people who don’t.

Survey of 3,152 US adults, June 2026 (Special Competitive Studies Project & Gallup, 2026).
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A radiologist’s advice

Embrace Al because it will be good for your patients. Embrace Al because it will
make you a better, more efficient and happier radiologist. Embrace Al because if
you don't, you will be replaced by radiologists who do. Embrace Al because, even
if you refuse to embrace Al, you will nevertheless be embraced by it.

Robert Schier, neuroradiologist (Schier, 2018)
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Back to the puzzle

M\ N\ M\

O / U/ U/ .

1979 2017 2021 2024 AND 2025 2026

MYCIN Watson at MD Epic sepsis model GPT-4 trials You
Anderson

As good as the experts.

Never used: wrong fit
for the work, no clear

owner,

In hundreds of hospitals
$62 million, no patients before anyone outside
treated. Poor checked it. Missed two
integration; struggled in three.

with free-text notes.

Strong alone; little
added in untrained
hands on diagnosis,

more on management.

Learning where Al helps

your work, by trying it.

Accuracy was rarely enough. Fit with the work, a clear owner, honest testing,

and skilled use decide whether AI helps patients.
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Further study: three views on Al risk

WATCH: WORRIED

Yoshua Bengio, “The
catastrophic risks of Al,
and a safer path”

TED, May 2025, 15
minutes. A founder of
deep learning on why he
now works on Al safety.

READ: A NORMAL

TECHNOLOGY

Narayanan and Kapoor,
“Al as Normal
Technology”

Knight First Amendment
Institute, April 2025. Al
will change the world as
electricity did: slowly.
Start with the first
section.

A short history of Al - IDPT 8079 - October 13, 2026

READ: HARMS TODAY

Bender, Gebru, and
colleagues, “On the
Dangers of Stochastic
Parrots”

ACM FAccT, March 2021.
The costs and biases of

large language models,

here and now.
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https://www.youtube.com/watch?v=qe9QSCF-d88
https://www.youtube.com/watch?v=qe9QSCF-d88
https://www.youtube.com/watch?v=qe9QSCF-d88
https://www.knightcolumbia.org/content/ai-as-normal-technology
https://www.knightcolumbia.org/content/ai-as-normal-technology
https://www.knightcolumbia.org/content/ai-as-normal-technology
https://doi.org/10.1145/3442188.3445922
https://doi.org/10.1145/3442188.3445922
https://doi.org/10.1145/3442188.3445922
https://doi.org/10.1145/3442188.3445922
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